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Objective:  
Ø Realize dramatic reductions in energy consumption and performance impact due to 

accesses to external memory, with a domain-agnostic solution so that benefits are available 
to a wide variety of applications

Approach:
Ø Each processor core has 64KB of private local memory, implemented as a register file with 

2K 32B registers (consistent with a 32B-wide SIMD processor architecture)
Ø Data in a core’s register file is dynamically addressable down to the byte level
§ Enabling fine-grained gather/scatter within a register file and thus extensive 

reorganization of data local to the processor core
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Result:

Ø Dramatic increase in computation per unit of memory bandwidth consumed, so that:

§ Work requires less energy and takes less time
§ Energy consumption per operation is reduced by an order of magnitude on average

Ø Application examples:

§ 1D FFT, with “in-line” processing
§ Working with multidimensional arrays:  3DFFT, CNN
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Architecture with Local Storage
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Ø A less radical view

§ Local storage is a software-managed cache, 
outside any hardware-managed cache 
hierarchy.

§ “LS CTRL” is a load/store unit for the local 
storage and would implement 
gather/scatter.
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A very different construct – Breaking the Memory “Bottleneck”
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Architecture with Local Storage
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Ø Register file with 2048 32B registers

§ Essentially software-managed
§ Gather/scatter instructions executed in 

the processor core
§ Core architecture is 32B-wide fixed-

length short-vector SIMD
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Example: Simple 1D FFTs

Ø The FFTs fit completely in a register file

§ Intermediate results maintained locally
§ For each stage, work on per-radix blocks in 

parallel in the lanes of the SIMD
§ Permuted indexing applied via register access 

pattern in the first stage
§ DRAM and cache constraints are irrelevant
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Example: Simple 1D FFTs

One minor complexity

§ 8×8 transposes needed between first two 
stages, easy with gather function

§ 8/8/2/8 rather than 8/8/8/2 for 1K-point:  
enables in-place behavior

Note that input data may already be in a core’s 
register file, and output data is available for 
further processing
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Example: More on 1D FFTs

Ø A 1K-point example :

§ 8-wide SIMD with 16bit × 16bit → 32bit fixed-point complex
§ Code written to target an early version of  the architecture with instruction set
§ Code verified using functional simulation of  the architecture
§ Performance estimated using cycle-accurate model of  a prototype  

implementation 
§ Single core implementation:  1150 cycles → 110 FFT G-OPS at 2.3GHz

(J, Derby et al. , ”Vector-based acceleration in the IBM POWERENTM processor to 
enable software-defined radio”, in Proc. SDR-11, Dec.2011.
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Example: More on 1D FFTs - What about large 1D FFTs?

Ø A 64K-point example :

§ 4-wide SIMD with single-precision complex
§ Implement as two “radix-256” stages, with 256 256-point blocks per stage
§ Each “radix-256” stage implemented as radix-8 / radix-8 / radix4
§ Work on up to 16 256-point blocks in parallel completely within a core’s   

register fi le
§ The entire data array is read twice from memory and written twice to memory
§ With an ordinary radix-4 implementation, the entire data array is read 8 times

from memory and written 8 times to memory
§ Potential performance wil l depend on characteristics of  the external memory
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•
Example: LTE-A 4×4 MIMO Uplink Receive

Ø An example of  

“in-line” 

processing:   

executing functions 

against data in a 

core’s register fi le 

and maintaining 

the data local to a 

processor core. 
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§ In this example, for each received symbol, the received 
data can remain in a core’s register fi le as it is processed 
through cyclic prefix removal, FFT, and subcarrier de-mapping
§ “Traditional” on-chip SRAM, shared by several processor 
cores, can help to hold off  storing data to external memory 
for as long as possible
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•
Example: Memory Access with Multidimensional Arrays

64B 64B 64B

Seems easy, natural May not be too difficult Seems extremely unlikely!

In fact, the answer is yes!
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Example: Memory Access with Multidimensional Arrays

64B 64B 64B

Ø DRAM (external memory) is generally a linear sequence of bytes / words
efficient use involves reading / writing blocks of bytes (typically 64B or 128B)
fetching individual non-sequential words from DRAM is extremely inefficient with very long latencies

Ø Matrices are generally stored in DRAM with the words in each row sequential in memory (“row-major order”)
operations on matrices are implemented to work with loads and stores of sequential entries per row

Ø What about memory accesses for 3D arrays?  Can accesses along any dimension be made efficient?
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Example: Work-arounds for Multidimensional Arrays & Tensors

N×N×N 3D FFTs:

Ø One of the most embarrassingly parallel 
algorithms around
Ø Can be implemented using N2 1D FFTs for 
each of the three dimensions
Ø But: transposes of the array are needed 
between the sets of 1D FFTs

§ So, accesses to data elements for 
each 1D FFT are from “rows” and can 
be DRAM- and cache-friendly

Ø And:  the transposes involve massive data 
shuffling and consume time and energy

CNNs:

Ø CNNs involve tensors of at least 3rd order
Ø Tensors are ‘unfolded’ into two-
dimensional arrays and represented as 
matrices (a process called ‘matricization’)
Ø Standard matrix operations are used to 
implement computation of the convolutions 
with DRAM- and cache-friendly data 
accesses
Ø But:  the unfolding involves massive data 
movement and data shuffling as well as 
extra memory and extra computation
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Example: 3 D FFTs Approach – 1 D FFTs Along Rows

Ø For an N x N x N FFT:
§ There are N2 N-point 1D FFTs
§ Taken along each of N rows for each of 

the N frontal slices of the data array
Ø For each 1D FFT:

§ A sequence of 64B loads along the row 
gets the input data
§ Following the blue arrows

§ The computation is parallelized across the 
lanes of the SIMD (“as usual”)

§ A sequence of 64B stores along the rows 
writes the result to memory
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Example: 3 D FFTs Approach – 1 D FFTs Along Columns

Ø For an N x N x N FFT:
§ There are N2 N-point 1D FFTs
§ Taken along each of N columns for each of the N 

frontal slices of the data array
Ø For each 64B:

The loaded data are sequential data elements along a 
row. So, elements from K adjacent columns (K depends on 
data element size)

Ø Work on K 1D FFTs in parallel:
§ A sequence of 64B loads along the columns gets the 

input data. Following the blue arrows.
§ There is a 1D FFT computed in each lane of the SIMD
§ A sequence of 64B stores along the columns writes the 

result to memory
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Example: 3 D FFTs Approach – 1 D FFTs Along Tube Fibers

Ø For an N x N x N FFT:
§ There are N2 N-point 1D FFTs
§ Taken along each of N tube fibers for each of the N 

frontal slices of the data array
Ø For each 64B:

The loaded data are sequential data elements along a 
row. So, elements from K adjacent tube fibers (K 
depends on data element size)

Ø Work on K 1D FFTs in parallel:
§ A sequence of 64B loads along the tube fibers gets 

the input data. Following the blue arrows.
§ There is a 1D FFT computed in each lane of the SIMD
§ A sequence of 64B stores along the tube fibers writes 

the result to memory
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Example:  512×512×512 Single-precision Complex FFT

Ø For the 1D FFTs along each dimension:
§ Each FFT, as outl ined above, is contained completely within a core’s register fi le
§ No need to save any intermediate results outside of  register fi les
§ The work is easily parallel ized across multiple cores / chips

§ Three synchronization points:  one at the end of  each dimension’s processing

Ø Also:
§ All intermediate results (within 1D FFTs) kept in register fi les

§ The entire data array is loaded and stored (only) three times

Ø Projection:

§ With 128 cores at 2GHz:  10 FFT TFLOPS at 128W
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Example:  Implementing CNNs (Convolutional Neural Networks)

Ø The basic approach is very close to that described for 3D FFTs
§ Access 64B blocks along rows
§ Leverage parallelism in the algorithms and in the Compute at Local Memory 
platform
§ Extensive use of  gather / scatter to organize fetched data for convolutions and 
to reorganize fetched data to maximize reuse

Ø On-chip SRAM extends the opportunity for reuse of  fetched data
§ Shared by several processor cores
§ Size and associated chip infrastructure wil l depend on platform specifics

Ø An interesting option:
§ Use 2D FFTs to implement convolutions
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Observations and Conclusions

Ø We have a processor architecture that does computation at local memory

§ A processor core’s 64KB private local memory is a register fi le with 2048 32B 

registers

Ø Our platform realizes a dramatic increase in computation per unit of  memory 

bandwidth consumed

§ Work requires much less energy and takes much less time

Ø The compute platform is domain-agnostic

§ The benefits are available to a wide variety of  algorithms and applications
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Observations and Conclusions

Ø Compute at Local Memory is different from processor-in-memory approaches

§ We don’t try to shoehorn processor cores into large DRAM modules

Ø An additional key observation:

§ Use of  algorithm / architecture / hardware codesign can yield optimized 

solutions

• Even for “ancient” algorithms l ike the FFT
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Thank you!


